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Topics for Today

■ Reasoning as graph reachability

■ One thought = a superposition of nodes

■ Decoding = parallel BFS

■ How a 2-layer transformer implements it

■ What the experiments reveal
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Recap: The Continuous Thought

Discrete CoT: the model samples one token
per step and feeds it back.

COCONUT feeds the last hidden state back
directly — a vector, not a word.

Question for today

What does that vector contain, and why does it
let a tiny model out-reason a much deeper one?

Transformer

latent

hidden state
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A Benchmark for Reasoning: Graph Reachability

Problem
Given a directed graph G = (V ,E) and nodes
s, t : can s reach t?

■ Many reasoning tasks can be abstracted
as a graph (e.g., knowledge graphs).
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Where Discrete CoT Struggles

A discrete chain follows one path at a time.

■ At a fork it must commit to a branch.
■ Wrong guess ⇒ dead end, backtrack,

or hallucinate an edge.
■ Best known bound: constant-depth

transformer with discrete CoT needs
O(n2) steps.
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Main Result (Preview)

Theorem (informal)

For n-vertex directed graphs, a 2-layer transformer with continuous CoT solves
reachability in O(n) decoding steps using O(n) embedding dimensions.

Versus discrete CoT. Best known
constant-depth result needs O(n2)
steps.

Secret sauce. A continuous thought
keeps a superposition of all explored
nodes ⇒ a parallel BFS.
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The Idea: Superposition
Every node v has an (orthonormal) embedding u⃗v . A continuous thought at step c
is their normalised sum over the set Vc of nodes reachable within c steps:

[tc] =
1√
|Vc |

∑
v∈Vc

u⃗v .

■ One vector encodes a whole set of nodes
at once.

■ Orthonormality ⇒ we can read out
whether v ∈ Vc via ⟨u⃗v , [tc]⟩.

■ No commitment to a single branch.

u⃗a

u⃗b

[tc ]

[tc ] ∝ u⃗a + u⃗b
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Decoding as Parallel BFS
Each new thought expands the frontier by one hop – exactly breadth-first search,
run in parallel inside one vector.
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■ newly reached (frontier) ■ already reached
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One Step of the Expansion
From Vc to Vc+1. For every edge (u→v): if the source u is already in the
superposition, add the target v .

Vc+1 = Vc ∪ { v : (u→v) ∈ E , u ∈ Vc }, [tc+1] =
1√

|Vc+1|

∑
v∈Vc+1

u⃗v .

■ Large attention to an edge whose source is in Vc ; small otherwise.
■ Renormalise so the thought keeps unit scale.
■ After ≤ n steps the set stops growing.
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Exercise 1 – Run a BFS in Superposition
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Tasks.
(1) Write the reachable sets V1,V2,V3 from s.
(2) Give the thought [t2] as a normalised sum

of node embeddings.
(3) Which candidate, c1 or c2, can s reach?
(4) How many steps until the superposition

stops growing?
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Exercise 1 – Solution
(1) Reachable sets.
■ V1 = {1,2}
■ V2 = {1,2,3}
■ V3 = {1,2,3, c1}

(2) Thought.

[t2] = 1√
3
(u⃗1 + u⃗2 + u⃗3).

(3) Answer. Only c1 is reachable; c2
needs node 6, which s never reaches.

(4) Convergence. V4 = V3 – stable
after 3 steps. The final answer picks
the candidate that overlaps the
superposition.
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Two Tools: Aggregator and Filter

Attention = aggregator

x1 x2 x3

∑

collects & copies content from chosen positions

MLP = filter

ε

noisy sum cleaned

threshold ⇒ eliminate noise

Together: aggregate candidate nodes, then denoise the superposition back to clean node
embeddings.
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Exercise 2 – The MLP as a Filter
After aggregation a thought is a noisy weighted sum h =

∑
v λv u⃗v . The MLP

applies a coordinate-wise threshold σ(λ) = I{λ ≥ ε} with ε = 0.5.

node v a b c d e f

weight λv 1.0 0.9 0.1 0.0 0.6 0.2

Tasks.
(1) Which nodes survive the filter?
(2) Write the cleaned thought h′ ∝

∑
v σ(λv ) u⃗v (before renormalisation).

(3) Why is the threshold step essential after several expansions?

Malte Luttermann Transformer-based Algorithmics 13/18



Exercise 2 – Solution
(1) Survivors (λ ≥ 0.5):

a (1.0), b (0.9), e (0.6).

c,d , f are dropped as noise.

(2) Cleaned thought.

h′ ∝ u⃗a + u⃗b + u⃗e.

(3) Why essential?
■ Each expansion adds small

cross-talk between near-orthogonal
embeddings.

■ Without filtering, noise accumulates
and eventually drowns the real
nodes.

■ The threshold restores a clean set
at each step.
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Result: 2 Layers Beat 12 Layers

Headline
A 2-layer transformer with continuous CoT
outperforms a 12-layer transformer with
discrete CoT.

■ Depth does not substitute for keeping
options open.

■ Continuous thought yields
near-perfect accuracy.
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Superposition Emerges – Without Supervision
The model is only trained to predict the next node on the optimal path. Yet, probing
the thoughts reveals:

■ ⟨u⃗v , [tc]⟩ is large for reachable nodes,
near zero otherwise.

■ The superposition emerges by itself —
no explicit BFS label.

■ Weights tilt toward the optimal nodes: the
model learns a heuristic on top of BFS.

⟨⃗uv , [tc ]⟩

not reachable

reachable
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Discussion – Power vs. Control
Strengths.
■ Continuous thoughts hold many

options.
■ Parallel BFS with a shallow model.
■ Superposition emerges from plain

training.

Open issues.
■ Hard to interpret and control.
■ Theory covers reachability – general

tasks?
■ How does superposition arise during

training?

Discuss. Where would you trust a continuous-thought model, and where would
you still demand an explicit, checkable chain?
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Summary

■ Part I: CoT writes steps; COCONUT feeds the hidden
state back as a continuous thought.

■ Part II: A thought is a superposition of reachable
nodes ⇒ parallel BFS.

■ A 2-layer transformer suffices: attention aggregates,
MLP filters.

■ Continuous reasoning is powerful but still hard to
control – an open research frontier.
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