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Topics for Today

■ Reasoning with chain-of-thought (CoT)

■ How LLMs learn to reason

■ The training objective: cross-entropy

■ Chain of continuous thought

Part II (next week): why continuous thought works —
reasoning by superposition.

LLM

[Q] • •

answer

think,
then

answer
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From Hand-Crafted Algorithms to Reasoning

Classic algorithmics: a human designs the
algorithm (search, sorting, game playing, . . . ).

Central question

Can a model derive a solution procedure for a new
problem stated in natural language?

Large Language Model

[Question] xi xi+1

[Answer]reasoning
tokens xi

First approach: chain-of-thought — let the model write out intermediate steps
before the answer.
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Chain-of-Thought Prompting
Same question, two prompting styles.

Standard prompting

The cafeteria had 23 apples, used 20, bought 6
more. How many now?
A: The answer is 27. ✗

Jumps straight to an answer.

Chain-of-thought

A: Started with 23, used 20 ⇒ 3 left. Bought 6
⇒ 3 + 6 = 9. The answer is 9. ✓

Writes the steps, then concludes.
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Why Chain-of-Thought Helps

Intermediate steps = scratchpad

Each generated token is fed back as input. The
steps act as an external memory and
computational workspace.

■ A hard problem is decomposed into easier
sub-steps.

■ More tokens ⇒ more compute spent
before answering.

■ But: accuracy peaks at an optimal length,
then drops as errors accumulate.

steps

accuracy

N∗

Accuracy peaks at an optimal length N∗,
then falls.
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Exercise 1 – Try to Make CoT Matter

Hands-on (with any chat LLM)

Ask the same question twice and try to provoke a direct-vs-CoT gap.

(1) Direct: »What is 473 × 928? Reply with only the final number — no
reasoning, no tools.«

(2) CoT: same question + »Think step by step, then give the number.«

Observe & discuss.
■ Most likely both are correct. Can you make »direct« fail at all?
■ Why is it so hard? What is the model doing even when you say »only the

number«?
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Exercise 1 – What to Take Away

Typical observation.
■ Both answers are usually correct

— a gap is hard to produce.
■ »Only the number« barely

changes anything: the reasoning
didn’t go away, it went invisible.

Why? — and where we go next.
■ Modern chatbots reason internally

(hidden thinking) and silently call
tools.

■ CoT is no longer a prompt trick — it
has been included in modern LLMs.
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The Training Pipeline
Chain-of-thought emerges from several training stages.

Pretraining

next-token
prediction on
huge corpora

Instruction
tuning

fine-tune on
step-by-step

examples

Reinforcement
learning

reward
correct

outcomes

Reasoning
traces

learn from
(synthetic)
solutions

Reasoning ability accumulates across the stages — no single step »installs« it.
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Displayed vs. Internal Reasoning

Caveat
The model’s actual computation happens in
hidden activations. The printed »reasoning« is
itself generated text — it does not necessarily
faithfully describe what the model did.

■ Useful as a workspace.
■ Not a guaranteed explanation.

hidden activations

printed »reasoning«

may differ!
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Exercise 2 – Is the Reasoning Faithful? (Discussion)
Scenario. A model solves a tricky question and prints a clean step-by-step
derivation that looks convincing.

Discuss.
(1) How could you test whether the printed steps are the ones that actually drove

the answer?
(2) If we reward only the final answer (RL), what kind of reasoning text might the

model learn to produce?
(3) Where is »unfaithful but useful« reasoning acceptable, and where is it

dangerous?
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Exercise 2 – Discussion Points
(1) Test causally. If steps are the true
cause, changing them must change the
answer.
■ Inject a mistake: faithful steps

should propagate the error.
■ Early answering: truncate after k

steps — if accuracy saturated, later
steps did no work.

■ Filler control: replacing reasoning
steps by ». . . «; same score ⇒
content was decorative.

(2) Reward only the answer. Nothing
pins the text to the real computation, so it
can drift to post-hoc rationalisation or
reward-hacked shortcuts.

(3) Acceptable vs. dangerous.
■ OK: low-stakes tasks where only the

answer matters — the chain is just
scratch compute.

■ Dangerous: high-stakes tasks where
the reasoning must be auditable and
verifiable.
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Next-Token Prediction = Cross-Entropy

The model outputs a distribution Q over the
vocabulary; the true next token is a one-hot
target P.

H(P,Q) = −
∑

x

P(x) logQ(x)

For a one-hot target (correct token y ):

L = − logQ(y).

■ Confident & correct ⇒ loss ≈ 0.
■ Confident & wrong ⇒ large loss.

Q(y)

L = − logQ(y)

1

confident & wrong

confident & correct
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Exercise 3 – Cross-Entropy by Hand
A model reads »3 + 4 =« and must predict the next token. Over three training
examples its probability for the correct token is:

Example A B C

Q(correct token) 0.90 0.50 0.10

Tasks.
(1) Compute the per-example loss L = − lnQ(x).
(2) Compute the average loss over A, B, C.
(3) Which example dominates the average, and why?
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Exercise 3 – Solution
(1) Per-example loss.

LA = − ln0.90 ≈ 0.105
LB = − ln0.50 ≈ 0.693
LC = − ln0.10 ≈ 2.303

(2) Average.

L̄ = 0.105+0.693+2.303
3 ≈ 1.034.

(3) Who dominates? Example C:
being confidently wrong (low
probability on the truth) costs far more
than the smaller errors on A and B.
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The Bottleneck of Discrete Tokens
At every CoT step the model must
commit to one discrete word (sampled
from the vocabulary).

Problem
When several branches look plausible,
committing to one word throws away the
alternatives — bad for search-like problems.

s

v1

v2

. . .

. . .

v1 or v2?
hard to decide
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COCONUT: Think in Latent Space
Idea. Instead of sampling a word and feeding it back, feed the last hidden state
directly back as the next input embedding.

Chain-of-Thought (CoT)

[Q] xi xi+1 xi+2

xi xi+1 xi+2 [Ans]

Large Language Model

output token

last hidden state

input embedding

input token

Chain of Continuous Thought (COCONUT)

Large Language Model

[Q] <bot>

[Answer]

continuous
thoughts

CoT samples a token each step; COCONUT feeds the hidden state back directly — no sampling.
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Why Continuous? Richer & Parallel

■ A discrete token is one choice; a hidden
vector can keep many options at once.

■ The thought stays differentiable ⇒
trainable end-to-end by gradient descent.

■ Empirically: stronger on search / high
branching, with far fewer tokens.

s

v1

v2

keep v1 and v2
(superposition)
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Training COCONUT: A Curriculum
Start from ordinary CoT data, then progressively replace a language step by a
continuous »thought«.

Stage 0

Stage 1

Stage 2

[Q] step step step [A]

[Q] • step step [A]

[Q] • • step [A]

■ continuous thought ■ language step
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Exercise 4 – Discrete vs. Continuous on a Branch

s

a

b

f

c t

Task. Decide whether t is reachable from s.
(1) List the nodes reachable within 1, 2, 3

steps.
(2) A discrete CoT must pick one node at

step 1. What happens if it guesses a?
(3) How does keeping {a,b}

simultaneously help?
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Exercise 4 – Discussion
(1) Reachable sets.
■ 1 step: {a,b}
■ 2 steps: {a,b, f , c}
■ 3 steps: {a,b, f , c, t}
So t is reachable: s→b→c→ t .

(2) Wrong guess. Committing to a
leads to the dead end f — the model
hallucinates a non-answer or must
backtrack.

(3) Superposition. Holding {a,b}
together is a parallel BFS: every frontier
is expanded at once, so the correct
branch is never discarded.
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Does It Work?

Headline result
On graph-style reasoning, continuous CoT matches
or beats discrete CoT while using significantly fewer
tokens.

■ Especially strong when the task needs
search.

■ A small model with continuous thought can
rival a much larger model with discrete CoT.

■ Still in an early stage.

accuracy

COC. CoT No CoT

≈1.0
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