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Topics for Today

■ A∗ search with a learned heuristic
■ Minimax search with α-β pruning
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Exercise 1 – A∗ Search with a Learned Heuristic
On the 4 × 4 grid below, moves are 4-connected with unit cost. The start S is at the top-left cell
and the goal G at the bottom-right cell. A transformer is trained to predict the remaining cost to G; its
outputs ĥ(n) are shown on the right.

Grid

S

G

True h∗(n) (Manhattan)

6 5 4 3

5 4 3 2

4 3 2 1

3 2 1 0

Learned ĥ(n)

6 5 4 3

5 4 3 2

4 2 1

3 2 1 0

5

Task (a). Where does ĥ violate admissibility?
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Exercise 1 – Solution to Task (a)
Compare ĥ(n) to h∗(n) cell by cell. They agree everywhere except at cell (2, 1):

True h∗(n)

6 5 4 3

5 4 3 2

4 3 2 1

3 2 1 0

Learned ĥ(n)

6 5 4 3

5 4 3 2

4 2 1

3 2 1 0

5

ĥ(2, 1) = 5 > h∗(2, 1) = 3 ⇒ ĥ is inadmissible at (2, 1). All other cells satisfy ĥ(n) ≤ h∗(n).
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Exercise 1 – A∗ Search with a Learned Heuristic
On the 4 × 4 grid below, moves are 4-connected with unit cost. The start S is at the top-left cell
and the goal G at the bottom-right cell. A transformer is trained to predict the remaining cost to G; its
outputs ĥ(n) are shown on the right.

Grid

S

G

True h∗(n) (Manhattan)

6 5 4 3

5 4 3 2

4 3 2 1

3 2 1 0

Learned ĥ(n)

6 5 4 3

5 4 3 2

4 2 1

3 2 1 0

5

Task (b). Run A∗ with ĥ from S to G and give the expansion order and the resulting path. Is the
returned path optimal? When could such an admissibility violation cause A∗ to return a
sub-optimal path?
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A∗ Reminder and Admissibility

Idea of A∗

Maintain a priority queue ordered by f (n) = g(n) + h(n), where g(n) is the cost from S to n
and h(n) estimates the remaining cost to G. Pop the smallest-f node, expand its
successors, repeat until the goal is popped.

Admissibility. h is admissible if h(n) ≤ h∗(n) for every n – guarantees A∗ returns an optimal path.
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Exercise 1 – A∗ Search with a Learned Heuristic
On the 4 × 4 grid below, moves are 4-connected with unit cost. The start S is at the top-left cell
and the goal G at the bottom-right cell. A transformer is trained to predict the remaining cost to G; its
outputs ĥ(n) are shown on the right.
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Task (b). Run A∗ with ĥ from S to G and give the expansion order and the resulting path. Is the
returned path optimal? When could such an admissibility violation cause A∗ to return a
sub-optimal path?
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Exercise 1 – Execution Trace

S

G

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Initial check. ĥ(2, 1)=5 > h∗(2, 1)=3 ⇒ ĥ is inadmissible at
(2, 1). Will A∗ still return the optimal path?

Push S=(0, 0) on the open list with g=0, ĥ=6, f=6.

Open: {(0, 0) :6}
Closed: { }

Malte Luttermann Transformer-based Algorithmics 9/13



Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 1: pop (0, 0). Smallest f in the open list. Expand the four
neighbours (in-grid only):
■ (0, 1): g=1, ĥ=5, f=6 – push.
■ (1, 0): g=1, ĥ=5, f=6 – push.
Open: {(0, 1) :6, (1, 0) :6}
Closed: {(0, 0)}
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Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 2: pop (0, 1). Both open cells have f=6 and ĥ=5;
tie-break by (r , c) picks (0, 1). Expand:
■ (0, 2): g=2, ĥ=4, f=6 – push.
■ (1, 1): g=2, ĥ=4, f=6 – push.
■ (0, 0) is closed – skip.
Open: {(0, 2) :6, (1, 1) :6, (1, 0) :6}
Closed: {(0, 0), (0, 1)}
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Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 3: pop (0, 2). (0, 2) and (1, 1) have ĥ=4 (smaller than
(1, 0)’s 5); tie-break picks (0, 2). Expand:
■ (0, 3): g=3, ĥ=3, f=6 – push.
■ (1, 2): g=3, ĥ=3, f=6 – push.
Open: {(0, 3), (1, 2), (1, 1), (1, 0)}, all f=6.
Closed: {(0, 0), (0, 1), (0, 2)}

Malte Luttermann Transformer-based Algorithmics 9/13



Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

f=6

f=6 f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 4: pop (0, 3). Smallest ĥ=3 in open. Expand:
■ (1, 3): g=4, ĥ=2, f=6 – push.
Open: {(1, 3), (1, 2), (1, 1), (1, 0)}.
Closed: {(0, 0), (0, 1), (0, 2), (0, 3)}
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Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

f=6

f=6 f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 5: pop (1, 3). Smallest ĥ=2. Expand:
■ (2, 3): g=5, ĥ=1, f=6 – push.
■ (1, 2) already on open with g=3; via (1, 3) would give g=5 –

no improvement, skip.
Open: {(2, 3), (1, 2), (1, 1), (1, 0)}.
Closed: {(0, 0), (0, 1), (0, 2), (0, 3), (1, 3)}
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Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

f=6

f=6 f=6

f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 6: pop (2, 3). Smallest ĥ=1. Expand:
■ G=(3, 3): g=6, ĥ=0, f=6 – push.
Open: {G, (1, 2), (1, 1), (1, 0)}.
Closed: {(0, 0), (0, 1), (0, 2), (0, 3), (1, 3), (2, 3)}
Goal G now has the smallest f and will be popped next.
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Exercise 1 – Execution Trace

S

G

f=6 f=6

f=6

f=6

f=6

f=6

f=6 f=6

f=6

f=6

popping closed

Tie-break: smallest ĥ, then (r , c).

Step 7: pop G=(3, 3). A∗ terminates.
Returned path (red):
S → (0, 1) → (0, 2) → (0, 3) → (1, 3) → (2, 3) → G, cost 6 –
optimal.

Observation. Cell (2, 1), where ĥ over-estimated, was never
reached, so the admissibility violation had no effect. If an
obstacle forced A∗ through (2, 1), the inflated ĥ would push that
region to higher f and A∗ could commit to a longer path – the
danger with any learned heuristic that drops admissibility.
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Exercise 2 – Minimax with α-β Pruning
Perform a Minimax search with α-β pruning on the search tree below. Upward
triangles denote Max nodes, downward triangles denote Min nodes.

4 23 8 21 15 42 76 54 16 13 4 42 8 23 15 16

Determine the visited part of the tree with all α- and β-values and mark the path
leading to the maximum value at the root.
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α-β Pruning – Reminder

Idea
Traverse the search tree depth-first while maintaining two bounds:
■ α – best value found so far for Max.
■ β – best value found so far for Min.
Initialize α = −∞ and β = +∞.

Update. At a Max node, set α← max(α, v) once a child returns value v ; at a Min
node, set β ← min(β, v).
Pruning. Whenever α ≥ β, all remaining children can be skipped – they cannot
influence the final value at the root.

Animated visualisation: https://kimbtech.github.io/abTreePractice/
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Exercise 2 – Minimax with α-β Pruning
Perform a Minimax search with α-β pruning on the search tree below. Upward
triangles denote Max nodes, downward triangles denote Min nodes.

4 23 8 21 15 42 76 54 16 13 4 42 8 23 15 16

Determine the visited part of the tree with all α- and β-values and mark the path
leading to the maximum value at the root.
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Exercise 2 – Execution Trace
α = −∞
β = +∞

Step 1. Start at the root: α = −∞, β = +∞.
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Exercise 2 – Execution Trace
α = −∞
β = +∞

α = −∞
β = +∞

Step 2. Recurse left to the first Min node (M1).
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Exercise 2 – Execution Trace
α = −∞
β = +∞

α = −∞
β = +∞

α = −∞
β = +∞

Step 3. Recurse to the first Max child (A1) of M1.
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Exercise 2 – Execution Trace

4

α = −∞
β = +∞

α = −∞
β = +∞

α = 4
β = +∞

4

Step 4. Visit leaf 4: A1 updates α = 4.
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Exercise 2 – Execution Trace

4 23

α = −∞
β = +∞

α = −∞
β = +∞

α = 23
β = +∞

23

Step 5. Visit leaf 23: A1 updates α = 23 and returns.

Malte Luttermann Transformer-based Algorithmics 13/13



Exercise 2 – Execution Trace

4 23

α = −∞
β = +∞

α = −∞
β = 23

α = 23
β = +∞

23

23

Step 6. M1 receives 23 and updates β = 23.
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Exercise 2 – Execution Trace

4 23

α = −∞
β = +∞

α = −∞
β = 23

α = 23
β = +∞

α = −∞
β = 23

23

23

Step 7. Recurse to the second Max child (A2) with α = −∞, β = 23.
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Exercise 2 – Execution Trace

4 23 8

α = −∞
β = +∞

α = −∞
β = 23

α = 23
β = +∞

α = 8
β = 23

23 8

23

Step 8. Visit leaf 8: A2 updates α = 8.
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Exercise 2 – Execution Trace

4 23 8 21

α = −∞
β = +∞

α = −∞
β = 23

α = 23
β = +∞

α = 21
β = 23

23 21

23

Step 9. Visit leaf 21: A2 updates α = 21.
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Exercise 2 – Execution Trace

4 23 8 21 15

α = −∞
β = +∞

α = −∞
β = 23

α = 23
β = +∞

α = 21
β = 23

23 21

23

Step 10. Visit leaf 15: A2 keeps α = 21 and returns.
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Exercise 2 – Execution Trace

4 23 8 21 15

α = −∞
β = +∞

α = −∞
β = 21

α = 23
β = +∞

α = 21
β = 23

23 21

21

Step 11. M1 receives 21 and updates β = 21.
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Exercise 2 – Execution Trace

4 23 8 21 15

α = −∞
β = +∞

α = −∞
β = 21

α = 23
β = +∞

α = 21
β = 23

α = −∞
β = 21

23 21

21

Step 12. Recurse to the third Max child (A3) with α = −∞, β = 21.
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Exercise 2 – Execution Trace

4 23 8 21 15 42

α = −∞
β = +∞

α = −∞
β = 21

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

23 21 42

21

Step 13. Visit leaf 42: A3 updates α = 42 ≥ β = 21 → prune.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54

α = −∞
β = +∞

α = −∞
β = 21

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

23 21 42

21

Step 14. Skip the remaining leaves 76 and 54 of A3.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54

α = 21
β = +∞

α = −∞
β = 21

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

23 21 42

21

21

Step 15. M1 returns 21 to the root, which updates α = 21.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = +∞

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

23 21 42

21

21

Step 16. Recurse right to the second Min node (M2) with α = 21, β = +∞.

Malte Luttermann Transformer-based Algorithmics 13/13



Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = +∞

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42

21

21

Step 17. Recurse to the first Max child (A4) with α = 21, β = +∞.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = +∞

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21

21

Step 18. Visit leaf 16: current value of A4 is 16 (α = 21 unchanged).
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16 13

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = +∞

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21

21

Step 19. Visit leaf 13: no change (13 < 16).
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16 13 4

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = +∞

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21

21

Step 20. Visit leaf 4: no change. A4 returns 16.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16 13 4

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = 16

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21 16

21

Step 21. M2 updates β = 16 ≤ α = 21 → prune.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16 13 4 42 8 23 15 16

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = 16

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21 16

21

Step 22. Skip the remaining Max subtrees A5 and A6.
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Exercise 2 – Execution Trace

4 23 8 21 15 42 76 54 16 13 4 42 8 23 15 16

α = 21
β = +∞

α = −∞
β = 21

α = 21
β = 16

α = 23
β = +∞

α = 21
β = 23

α = 42
β = 21

α = 21
β = +∞

23 21 42 16

21 16

21

Result. Maximum value at the root: 21. Optimal path highlighted in red.
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